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With the great popularity of mobile devices, the amount of mobile apps has grown in a dramatic rate than we have ever
expected. A technical challenge is how to recommend suitable apps to mobile users. In this work, we identify and focus on a
unique characteristic that exists in mobile app recommendation, i.e., an app usually corresponds to multiple release versions.
Based on this characteristic, we propose a fine-grained version-aware app recommendation problem. Instead of directly
learning the users’ preferences over the apps, we aim to infer the ratings of users on a specific version of an app. However,
the user-version rating matrix will be sparser than the corresponding user-app rating matrix, making existing recommendation
methods less effective. In view of this, our approach has made two major extensions. First, we leverage the review text that
is associated with each rating record; more importantly, we consider two types of version-based correlations. The first type
is to capture the temporal correlations between multiple versions within the same app, and the second type of correlation
is to capture the aggregation correlations between similar apps. Experimental results on a large data set demonstrate the
superiority of our approach over several competitive methods.
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1. INTRODUCTION
In recent years, we have witnessed the great success of mobile devices, such as smartphones and
tablet computers. The enormous popularity of mobile devices can be partially credited to mobile
applications (apps for brevity). For example, apps can help users to buy products, book restaurants,
watch movies, and read news simply with a mobile device connected to the Internet. Recently, the
amount of mobile apps has grown in a dramatic rate than we have ever expected. For example, on
Google Play (formerly known as the Android Market), there were over 1.43 million apps published
and over 50 billion downloads1. With such a huge number of apps, a direct challenge for the app

1https://en.wikipedia.org/wiki/Google_Play
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Fig. 1. Rating variation examples of multiple app versions.

market is how to help users find suitable apps. To this end, recommender systems can be used to
understand users’ preferences and predict what apps a user might be interested in. In recommender
systems, rating prediction is a widely studied task, with the goal of predicting the preference degree
of a user on a product/service that she has not rated before. In this work, we put our focus on such
rating prediction problem for mobile app recommendation.

Various recommendation methods have been proposed for rating prediction in the past years, in-
cluding collaborative filtering methods, content-based methods, and hybrid methods. Collaborative
filtering methods build a model from a user’s past behaviors as well as the decisions made by oth-
er similar users. Content-based methods extract a set of important features of an item in order to
recommend other items with similar features. These two types of methods are often combined in
practical systems to form the hybrid methods. Based on the existing recommendation methods, a
first thought would be whether traditional rating prediction algorithms can be directly employed on
the task of mobile app recommendation. However, several recent studies have revealed that mobile
app recommendation has its own characteristics which distinguish itself from traditional recommen-
dation settings. For example, apps could have privileges to access the user’s personal information
such as locations, contacts, and messages, and thus user privacy has to be considered during the
recommendation process [Liu et al. 2015]; the contextual information of mobile users collected by
the sensors in mobile devices can also be exploited in the recommendation task [Zhu et al. 2015].
These studies indicate that it might be suboptimal to simply reuse existing techniques for mining
mobile app data.

Different from previous studies [Liu et al. 2015; Zhu et al. 2015], we identify and focus on an-
other unique characteristic that exists in mobile app recommendation: an app usually has multiple
releases, and each release corresponds to a unique version of the app. Since the first release, the
maintenance of an app is a continuous development process. The developers of an app may col-
lect users’ feedback and then improve their app in the next release by fixing bugs or adding new
features [Villarroel et al. 2016]. On mainstream app markets (e.g., Google Play and App Store), a
user review is usually associated with a corresponding version. By collecting these version-related
information, we can better analyze the version-level mobile adoption behaviors. In Fig. 1(a), we
present the average ratings of multiple versions from a well-known app Facebook. As we can see,
the app has shown a large rating variation on its different versions. Meanwhile, corresponding to
apps’ evolving process, a mobile user is likely to assign different ratings to multiple versions of the
same app. Fig. 1(b) presents the ratings of two mobile users on multiple versions of two apps (i.e.,
Happy Farm and SuperLivePro). We can see that a user does not necessarily rate all versions of an
app, and the ratings given by a user to multiple versions of an app can be very different. These two
examples indicate that it is necessary to consider version information for app rating prediction.

ACM Transactions on Information Systems, Vol. V, No. N, Article 00, Publication date: November 2016.



Version-Aware Rating Prediction for Mobile App Recommendation 00:3

In this work, we propose to distinguish between multiple versions of an app and treat them as
different entities (i.e., items in traditional recommendation setting). Our goal is to infer the prefer-
ence degree (i.e., rating) of a user on the latest version2 of an app. We call this task as version-aware
app rating prediction. In traditional recommendation methods, an item is typically considered to be
static and it corresponds to a single entity. It would be difficult for these methods to work well in our
task. For example, traditional collaborative filtering methods formulate the rating prediction task as
inferring the values for the missing entries over a user-item rating matrix. Taking the user-app rating
matrix as input, these methods will lose the fine-grained rating behaviors where a user may assign
different ratings to different versions of an app. A straightforward solution is to replace the user-app
matrix with user-version matrix. Although this solution can solve the above task to some extent, it
will aggravate the data sparsity issue, making collaborative filtering methods less effective. Based
on a user-version rating matrix, the main focus of this work is to alleviate the data sparsity issue and
improve the prediction accuracy for the task of version-aware app rating prediction.

Our approach has made two major extensions to address the above sparsity issue. On one hand,
review text associated with each rating is leveraged to enrich the traditional matrix factorization
model. We aggregate the review text by both apps and versions and capture two granularities of
text semantics. In our model, text semantics are characterized by jointly factorizing app-term and
version-term matrices. On the other hand, we consider two types of version-based correlations. The
first type is to capture the temporal correlations between multiple versions of the same app, and
the second type is to capture the aggregation correlations between similar apps. These two types
of correlations are modeled as regularization terms and incorporated into the matrix factorization
framework.

In summary, the main contributions of this article include:

— Problem definition and empirical analysis. We define the version-aware rating prediction problem
for mobile app recommendation. We further construct an empirical study on a real-world mobile
data set, showing that a user is likely to rate multiple versions of the same app and that their
preferences over different versions may be different.

— A version-aware model for app recommendation. We propose a fine-grained model (VAMF) for
the version-aware rating prediction problem. The proposed model integrates the ratings, the review
text, the temporal correlations between multiple versions of the same app, and the aggregation cor-
relations between similar apps. Moreover, we propose an efficient algorithm to solve the proposed
model, and analyze its optimality and computational complexity.

— Experimental evaluations on a real-world data set. In order to evaluate the effectiveness of the
proposed approach, we compare it with several competitive baselines on a large data set. We
construct extensive experiments, and the results demonstrate the superiority of our approach over
the compared methods.

To the best of our knowledge, there are seldom studies that address the version-aware app rating
prediction task. Nevertheless, version-based information is critical to the prosperity of an app or
even the entire app market. For example, with version-based user preferences, the app developers
can better understand users’ needs and make necessary updates in upcoming versions. We believe
that our work will inspire more follow-up studies in the task of mobile app recommendation.

The rest of this article is organized as follows. We first present the some empirical analysis in
Section 2. Problem definition and the proposed model are described in Section 3 and Section 4,
respectively. Section 5 presents the algorithm to solve the model in the previous section. In Section
6, we conduct extensive experiments and analyze the experimental results. We review the related
work in Section 7. Finally, Section 8 concludes the paper and discusses the future work.

2Although our method can infer the ratings on any specific version, users are not allowed to download previous versions of
apps in most app markets.

ACM Transactions on Information Systems, Vol. V, No. N, Article 00, Publication date: November 2016.



00:4 Y. Yao et al.

Table I. The basic statistics
of the Google Play data set.

# of users 170,781
# of apps 16, 457

# of versions 104,061
# of reviews 3,367,435

# of categories 42
# of terms 10,569

2. EMPIRICAL ANALYSIS
In this section, we introduce the data set and perform some empirical analysis.

2.1. Data Set Description
We use the Google Play data set shared in [Chen et al. 2015] as the data collection. For each app,
the data set contains the reviews for all its versions and the descriptions of its latest version. Each
review is a short text posted by a user on some version of an app3, and it is explicitly associated with
a rating ranging from one to five stars. We further remove the users and apps with fewer than 10
reviews, respectively. We have done some common preprocessing steps on the review text, including
tokenization, short-word removal, infrequent-word removal, stopword removal, and stemming. The
basic statistics of the resulting data set are summarized in Table I. On average, an app has 6.3
versions.

2.2. Empirical Analysis
Rating Sparsity. Rating sparsity is one of the major technical challenges for collaborative filtering

algorithms. When users or items have very few ratings, a recommender system may not be able to
generate good recommendation results.

Here, we construct two rating matrices: a user-app matrix and a user-version matrix. In the user-
app matrix, an entry will be filled in if a user has rated at least one version for an app; in the
user-version matrix, an entry will be filled in if a user has rated the exact version of an app. We
compare the rating sparsity of these two matrices. Intuitively, a user may not rate all the versions
of an app. Thus, the user-version matrix will be sparser than the user-app matrix. As expected, for
the data set in Table I, the density of the user-app matrix is 0.1126%, while the density of the user-
version matrix is 0.0189%. This result indicates that rating prediction in the version level will be
more difficult than that in the app level.

Distribution of Version-based Ratings. In this part, we continue to present some statistical analysis
results on the distribution of version-based app ratings.

We first study how many versions an app is associated with. To see this, we plot the distribution
of the number of apps v.s. the number of versions in Fig. 2. The y-axis in the figure is of log scale.
As we can see, the distribution has a power-law like shape. Overall, we have found that 39.3% apps
have more than 5 versions. It is also interesting to observe that there exist a considerable amount of
apps with a large number of versions (e.g., more than 20 versions).

Next, we continue to study the multiple-version rating behaviors, i.e., a user has rated multiple
versions of the same app. It is particularly important to check whether the multiple-version rating
behaviors are prevalent for mobile users. In our data set, we found 359,545 multiple-version ratings.
For these 359,545 ratings, we plot the distribution of the number of user-app pairs v.s. the number
of versions in Fig. 3. Here, each user-app pair indicates that the user has rated multiple versions of
the app. Given a number of versions x (i.e., x-axis), we count the number of corresponding user-app
pairs (i.e., y-axis) that the user has rated exactly x versions of the app. The y-axis of the figure is in

3We have found that 88.1% of the reviews explicitly contain a version, and we remove the rest reviews that do not have
versions.
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Fig. 2. The number of apps vs. the number of versions.
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Fig. 3. The number of user-app pairs vs. the number of versions.

the log scale. As seen in Fig. 3, the distribution also shows a power-law like shape, and some user
even rated more than 10 versions of an app.

Combing the results in Fig. 2 and Fig. 3, it can be seen that multiple-version rating behavior is
indeed popular in our data set.

Version-level Rating Variation. Next, we check whether there are any rating variations between
multiple versions of an app on both user side and app side. If the variations are small, it may be
unnecessary to make version-level rating prediction.

We quantitatively measure the degree of version-level rating variations, and construct two analysis
experiments here. We first focus on the rating behaviors of a user on multiple versions of an app.
Given a user u, we propose to measure her Rating Variation (RV) between two different versions of
an app in terms of both ratios and absolute values as follows

RVratio(u) =
1
|A(u)|

∑
a∈A(u)

1
0.5 × N(u,a) × (N(u,a) − 1)

∑
<k,k′>∈V(u,a),k<k′

|ru,k − ru,k′ |
ru,k

,

RVvalue(u) =
1
|A(u)|

∑
a∈A(u)

1
0.5 × N(u,a) × (N(u,a) − 1)

∑
<k,k′>∈V(u,a),k<k′

|ru,k − ru,k′ |, (1)

where A(u) is the set of apps that user u has rated at least two versions, V(u,a) is the set of versions
of app a that has been rated by user u, k and k′ are two different version indices from V(u,a), ru,k is
the rating that user u has given to the k-th version of app a, and N(u,a) is size ofV(u,a). Larger values
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of RVratio(u) and RVvalue(u) indicate larger rating variations of user u over multiple versions on an
app.

Next, we analyze the average rating variation of an app on its multiple versions. Given an app
a, we measure its Rating Variation (RV) between two different versions in terms of both ratios and
absolute values as follows

RVratio(a) =
1

0.5 × N(a) × (N(a) − 1)

N(a)∑
k=1

N(a)∑
k′=k+1

|r̄a,k − r̄a,k′ |
r̄a,k′

,

RVvalue(a) =
1

0.5 × N(a) × (N(a) − 1)

N(a)∑
k=1

N(a)∑
k′=k+1

|r̄a,k − r̄a,k′ |, (2)

where N(a) is the number of versions for app a, and r̄u,k is the average rating for the k-th version
of app a. Larger values of RVratio(a) and RVvalue(a) indicate larger rating variations of app a over
its versions. In order to compute RVratio(a) and RVvalue(a), we do not consider apps with a single
version.

Table II. Statistics of average version-based rating variations for both users
and apps. The standard deviations are shown in parentheses.

RVvalue(user) RVratio(user) RVvalue(app) RVratio(app)
0.8098 (1.0391) 0.3636 (0.6814) 0.8241 (0.5223) 0.2772 (0.2551)

We further average the rating variations over all the users and apps, respectively. The standard
derivations for these values are also calcuated. We present the results in Table II. As we can see,
the multiple-version rating variations are indeed significant for both users and apps. For exam-
ple, RVvalue(user) = 0.8098 indicates users’ average rating difference over different versions. A
traditional version-unaware recommendation algorithm may not be able to capture users’ interest
variation over multiple versions.

3. PROBLEM DEFINITION
In this section, we formally define our task. The notations used throughout the paper are summarized
in Table III. Following conventions, we use bold capital letters for matrices. For example, we use a
U ×V matrix R to denote the user-version rating matrix where U and V are the number of users and
versions, respectively. Similar to the coding mechanism in Matlab, we denote the i-th row of matrix
R as R(i, :), and the transpose of a matrix with a prime (i.e., R′ ≡ R⊤).

Before presenting our problem definition, we first introduce some basic concepts. We first distin-
guish between the two terms of app and version4 in the following definition.

Definition 3.1. App ID and Version ID. Assume that there are totally V versions from A apps
in our data collection. We associate each app with a unique app ID, numbered from 1 to A. For
versions, we organize the multiple versions of the same app consecutively and they are numbered
in an ascending order according to their release dates. Similarly, we associate each version with a
unique version ID, numbered from 1 to V . The app IDs and version IDs are allocated separately5.

Furthermore, to connect app IDs with version IDs, we build an app-version association matrix
M ∈ RA×V as follows

ma,i =

{
1, if verison i belongs to app a;
0, otherwise. (3)

4For convenience, we use “version” to refer to an app with a specific version number in this article.
5Here, app IDs and version IDs are the internal IDs mapped from external ID values. An external ID value is usually a
character string generated by an app market. We map them into integers.
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Table III. List of symbols and descriptions.

Symbol Description
R the user-version rating matrix
X the version-term matrix
Y the app-term matrix
S the app similarity matrix
P the version temporal correlation matrix
M the app-version association matrix
U,V the latent factors of users and versions for R
F1 the latent topics of versions for X
F2 the latent topics of apps for Y
G the topic-term matrices for both apps and versions
R′ the transpose of matrix R
R(u, :) the uth row of R
R(u, i) the element at the uth row and ith column of R
IR the indicator matrix for R
A the set of apps
U,V, A the number of users, versions, and apps
T the vocabulary size, or the number of terms
K the number of latent factors
u the users
i, j the versions
l the maximum iteration number
ξ the threshold to terminate the iteration

With the M matrix, we can find the corresponding app ID given a version ID, and we can find the
version IDs of a given app ID.

Definition 3.2. App-specific Version Number. Given app a, let ia be the version ID for its first
release. Assume that app a contains Va versions. According to our numbering method, the version
ID for the latest release of app a will be ia + Va − 1. Given a version indexed by the version ID i′, if
it belongs to app a, its corresponding version number for app a is i′ − ia + 1. That is to say, version
i′ corresponds to the (i′ − ia + 1)-th version of app a.

Note that the definitions of app ID, version ID, and version number are mainly for ease of our for-
mulation in the next section. We present an illustrative example to explain the relationship between
app ID, version ID, and version number in Fig. 4. We can see that both app IDs and version IDs are
mapped from external ID values (e.g., “ac.lite”). They are allocated in a global numbering way. The
version numbers are used as local ID values w.r.t. to a certain app. In what follows, the usage of i in
“version i” refers to the version ID but not a version number unless specified otherwise.

Next, we present the definition for the version-based app rating matrix.

Definition 3.3. Version-based App Rating Matrix. Assume that there are U users and V versions
from A apps in our data collection. The version-based app rating matrix or the user-version rating
matrix R is a U×V matrix, where the entry R(u, i) indicates the rating score that user u has assigned
to version i. The rating score indicates the preference degree of a user over a version of an app. As
aforementioned, the user-version rating matrix is very sparse, and many entries of R are missing.
We pair R with an indicator matrix IR ∈ RU×V , where a value of 1 indicates the corresponding entry
in R is not empty.

In the user-version matrix R, each column corresponds to the ratings for a specific version. A-
gain, we organize the columns in the follow way: the multiple versions of the same app are placed
consecutively and they are sorted in an ascending order according to their release dates.

Apart from the rating data, in our setting, we assume that users’ review text is also available.
These textual information can be leveraged to alleviate the sparsity issue of the rating matrix. Here,
we aggregate reviews both by versions and by apps. Let T be the number of terms in the vocabulary
for our data collection. Following “bag-of-words” assumption, we can represent the review text
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Fig. 4. An illustrative example for app ID, version ID, and version number.

aggregated in the version level and the app level as two matrices6: the version-term matrix X ∈ RV×T

and the app-term matrix Y ∈ RA×T .

Definition 3.4. Version-Term Matrix and App-Term Matrix. The version-term matrix X is a
V × T matrix, where each entry X(i,w) is the weight of the w-th term in the review text related to
version i. Similarly, the app-term matrix Y is an A×T matrix, where each entry Y(a,w) is the weight
of the w-th term in the review text related to app a.

To set the values for both X and Y, we tried several term weighting methods borrowed from
Information Retrieval, including term frequency, tf-idf, and binary weighting. In our work, we have
found that the normalized term frequency is more suitable to the matrix factorization approach, and
we adopt it as the term weighting method.

In addition to review text, we assume that the similarities between the apps can be built from
the data collection. The app similarity matrix can be constructed using the information such as app
categories and app descriptions. Here, app similarities are characterized in matrix S ∈ RA×A.

Definition 3.5. App Similarity Matrix. The app similarity matrix S is an A × A matrix, where
each entry S(a, a′) indicates the similarity between app a and app a′.

To set the values of S, we still use the normalized term frequency vectors to represent each
app, and then compute the cosine similarities between these vectors. Here, to keep the computation
efficiently, we only compute the similarities of apps that belong to the same category, and the values
for the other entries are set to zero.

Based on the above definitions, we now formally state our task of version-aware app rating pre-
diction in the following definition.

Definition 3.6. Version-aware App Rating Prediction. Given the user-version rating matrix R,
the version-term X, the app-term matrix Y, the app-version association matrix M, and the app sim-
ilarity matrix S, our goal is to predict the missing rating values for the latest versions in R.

As stated in the above problem definition, our goal is to fill in the empty entries in certain column-
s of the rating matrix R. These columns correspond to the apps’ current/latest versions. To better
understand our task, we further present an illustrative example for the task in Fig. 5. In addition to
matrix R, The input includes two term matrices (version-term X and app-term Y), the app-version
associations (matrix M), as well as the similarities between the apps (matrix S). The input also in-

6Note that the two matrices share the same vocabulary.
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Fig. 5. An illustrative example for version-based app rating prediction. There are five users and six versions from three
apps. The task is to predict the missing values for the latest versions (i.e., columns 2, 5, 6) in the user-version rating matrix.
App-level and version-level text information can be used. The correlations between apps and versions are also available.

cludes the version correlation matrix P, which can be derived from matrix M. The P matrix captures
the temporal correlations between multiple versions of the same app, and we will further discuss the
construction of matrix P in Section 4.2.

4. THE PROPOSED FORMULATION
In this section, we present the proposed model for the version-aware rating prediction problem
defined in the previous section. We start with a base model, and then introduce the considerations
for the awareness of version information.

4.1. A Base Model
In our base model, we incorporate the review text into the matrix factorization framework.

4.1.1. A Non-Negative Matrix Factorization Formulation. In this work, to model the rating behav-
iors, we adopt the standard non-negative matrix factorization which is defined as follows

min
U,V>0

||IR ⊙ (R − UV′)||2F + λr(||U||2F + ||V||2F) (4)

where IR is the indicator matrix for the non-empty entries in R and λr is the tuning parameter for the
regularization factors. The basic idea of the above formulation is to decompose the original rating
matrix into two low-rank matrices U ∈ RU×K1 and V ∈ RV×K1 by minimizing the reconstruction
error, where K1 is the number of dimensions in the latent space and we have K1 ≪ N and K1 ≪ M.
Here, the non-negativity constraint (i.e., all the entries in U and V are non-negative) makes the
resulting matrices easier to inspect.

Once the two low-rank matrices have been derived, we can simply predict a missing entry by
using a dot product between two corresponding row vectors in U and V

R̂(u, i) = U(u, :)V(i, :)′. (5)
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4.1.2. Enhancing Non-Negative Matrix Factorization with Version-level Review Text. A direct tech-
nical challenge of matrix factorization is that it usually suffers from the data sparsity issue, i.e.,
the model becomes less effective for versions with very few ratings. Therefore, a commonly used
method is to incorporate auxiliary information to enhance matrix factorization. Here, we propose to
incorporate the review text that is associated with each rating. Review text contains users’ opinions
towards the corresponding version of an app. The opinionated text has been shown to be effective for
recommender systems [Agarwal and Chen 2009; Wang and Blei 2011]. We combine all the reviews
related to a version into a single document, and model the review text as a version-term matrix X.
In this work, the review text is only used for enriching the item side.

Our idea is to decompose the version-term matrix X into two low-rank matrices F1 ∈ RV×K2 and
G ∈ RT×K2 . In this way, an item (i.e., a version) would have two kinds of latent factors, either derived
from rating data or review text. We can concatenate these two kinds of latent factors and derive a
NMF formulation with review text as follows

min
U,H,F1,G>0

||IR ⊙ (R − UV′)||2F + λx||X − F1G′||2F + λr(||U||2F + ||H||2F + ||F1||2F + ||G||2F)

s.t. V = [H,F1] (6)

where H ∈ RV×K1 and F1 ∈ RV×K2 are the rating- and text-based latent representation matrices for
versions, and λx is used to control the importance of the review text. In order to recover R, we set
V = [H,F1], which is a concatenation of H and F1. The resulting V is a V × (K1 + K2) matrix,
and U is a U × (K1 + K2) matrix. By representing users and items in the same latent space, we can
reconstruct the rating matrix R using the decomposed matrices as Eq. (5).

4.1.3. Improving Text Semantic Represntation with App-level Review Text. Previously, we have
decomposed the version-term matrix and leveraged version-related text information to improve the
rating prediction task. However, a problem is that the version-term matrix itself is very sparse. For
versions with very few reviews, the derived latent factors may not be reliable. Thus, we propose
to aggregate reviews by apps and decompose the app-term matrix. In other words, we consider
capturing the text semantics in both the version level and the app level.

Similar to the Eq. (6), we can factorize the app-term matrix Y into two low-rank matrices F2 ∈
RA×K3 and G ∈ RT×K3 . Formally, we have

min
U,H,F1,F2,G>0

||IR ⊙ (R − UV′)||2F + λr(||U||2F + ||H||2F + ||F1||2F + ||F2||2F + ||G||2F)

+λx||X − F1G′||2F + λy||Y − F2G′||2F
s.t. V = [H,F1,M′F2] (7)

where F2 ∈ RA×K3 is the review-based latent matrices for apps, and λy is used to control the im-
portance of app-level review text. In our model, since the version-level and app-level text share the
same vocabulary, we require that they also share the same latent matrix G for the terms in the vo-
cabulary. As a result, we have K2 = K3. The sharing of G alleviates text sparsity in the version level
by sharing app-level information.

Based on Eq. (7), a version now corresponds to three kinds of latent factors, and we can follow
the above method to concatenate them as the final representation. A problem is how to transform
the app-level information into version-based decomposition. Here, we assume all the versions of the
same app share the same app-level review-based latent factors, and we transform F2 for versions by
using the mapping M′F2, where M is the app-version association matrix defined in Eq. (3). As a
result, we can set V = [H,F1,M′F2], which is a concatenation of H, F1, and M′F2. Now, V is a
V × (K1 + 2 × K2) matrix, and U is a U × (K1 + 2 × K2) matrix. In this work, we set K1 = K2 = K
for simplicity. By projecting users and items in the same latent space, we can reconstruct the rating
matrix R with Eq. (5).
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4.2. Improved Model with Version-based Correlations
The base model in Eq. (7) considers both rating and text information. However, the multiple versions
of an app are still treated as independent items in the formulation. Now, we consider improving the
model by incorporating version-based correlations. In what follows, we model two kinds of version-
based correlations, i.e., temporal correlations from preceding versions of the same app and aggregate
correlations between similar apps.

4.2.1. Modeling Temporal Correlations from Preceding Versions. The first type of version corre-
lation is based on the temporal correlations from preceding versions. Given a version of an app, it
is intuitive that the preceding versions will have a potential influence on the current version. For
example, keeping a good app feature will continuously attract high ratings from users.

To model the temporal influence, we propose to correlate the latent factors of the current version
with those of its preceding versions using a temporal decaying similarity function. The intuition is
that if two versions have closer release dates, they tend to be more similar with each other. Given
two versions i and j from app a (i > j), we measure their temporal decaying similarity θi, j as

θi, j = exp(−b · ∆i, j), (8)

where b ≥ 0 is a tuning parameter for the exponential function and ∆i, j is the temporal distance
between these two versions. In practice, we normalize the values of θi,(·) for each version. If we
further set ∆i, j = +∞ when i precedes j or when i and j belong to two different apps, we can
generalize Eq. (8) to any two versions as follows

θi, j =

{
exp(−b · ∆i, j), if versions i and j are with the same app and ti > t j;
0, otherwise, (9)

where ti and t j are the release dates for versions i and j, respectively, and ∆i, j = |ti − t j|.
In order to simulate an evolutionary process, we require that only the previous versions are influ-

ential on the current versions. After normalizing the values of θi,(·) for each version, we can model
the temporal correlations by minimizing the following regularizer

Rtemporal =

V∑
i=1

||V(i, :) −
i−1∑
j=1

θi, jV( j, :)||22. (10)

The above regularizer has an intuitive explanation. The latent factors of the current version tend to
be similar to those of its preceding versions with a degree controlled by their temporal distance.
Based on the Eq (10), a larger b indicates that the more recent versions are more influential on the
current version. For example, if we set b = 0, all the preceding versions would play equal roles for
the current version; if we set b = +∞, only the closest version would affect the current version.
Similar temporal correlations are proposed in [Tang et al. 2012; Gao et al. 2013], which can be seen
as a special case by setting b = +∞.

With some linear algebra manipulations, we can rewrite the above regualizer as

Rtemporal = ||PV||2F , (11)

with matrix P in the following diagonal form

P =

∣∣∣∣∣∣∣∣∣∣
P1

P2
· · ·

PA

∣∣∣∣∣∣∣∣∣∣ (12)

where A is the number of apps. Each diagonal submatrix Pa corresponds to app a, and only the
similarities for the versions from the same app are non-zero.
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For app a, Pa is a (Va − 1) × Va matrix

Pa =

∣∣∣∣∣∣∣∣∣∣
−θ2,1 1
−θ3,1 −θ3,2 1
· · · · · · · · · · · ·
−θVa,1 −θVa,2 · · · −θVa,Va−1 1

∣∣∣∣∣∣∣∣∣∣ (13)

where Va is the number of versions for app a. The k-th row in Pa stores the (negative) similarity
information for the (k + 1)-th version with all its preceding versions.

4.2.2. Modeling Aggregate Correlations from Similar Apps. The second type of version-based cor-
relation is the aggregate correlations between similar apps. Given two functionally similar apps, it
is likely that they will have similar latent factors. Here, a problem is that app similarity is not mea-
sured in the version level, and we need to transfer the app-level correlation to the version level. Our
idea is that, we first aggregate the latent factors from all the versions of an app. Then, we can model
the correlation over these aggregated app-level latent factors. We call such correlation as app-level
aggregate correlation.

Here, we require the aggregated latent factors of two similar apps to be close to each other.
Formally, we propose to minimize the second regularizer which is defined as

Rapp =
1
2

A∑
a=1

A∑
a′=1

S(a, a′)||v̄a − v̄a′ ||22, (14)

where S(a, a′) is the similarity between two apps a and a′, and v̄a and v̄a′ are the aggregated latent
vectors for app a and a′, respectively. With the Va versions of app a, we set v̄a using an average
aggregation as

v̄a =
1

Va

ia+Va−1∑
i=ia

V(i, :), (15)

where ia is the index for the first version of app a, and (ia +Va − 1) is the index for the latest version
of app a.

Further, we can rewrite Rapp as follows

Rapp =
1
2

A∑
a=1

A∑
a′=1

K∑
k=1

S(a, a′)(v̄a(k) − v̄a′(k))2

=

A∑
a=1

A∑
a′=1

K∑
k=1

S(a, a′)v̄2
a(k) −

A∑
a=1

A∑
a′=1

K∑
k=1

S(a, a′)v̄a(k)v̄a′(k)

=

K∑
k=1

[MV](:, k)′(DS − S)[MV](:, k)

= tr[(MV)′(DS − S)(MV)]
(16)

where K is the rank of V, DS is the degree matrix for S with DS (a, a′) =
∑A

a′=1 S(a, a′), and M is the
row-normalized M matrix.

4.2.3. The Final Model. By integrating all the above factors, our objective function can be written
as

L(R,X,Y,M,P,S) = Erating + Etext + Rtemporal + Rapp + Rparameter, (17)

where we have the input of user-version rating matrix R, version-term matrix X, app-term matrix Y,
app-version association matrix M, the temporal correlation matrix P, and the app similarity matrix
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Fig. 6. A decomposition graph for our model VAMF.

S, and we have divided the objective function into five objective terms defined as follows

Erating = ||IR ⊙ (R − UV′)||2F
Etext = λx||X − F1G′||2F + λy||Y − F2G′||2F ,

Rtemporal = λp||PV||2F ,
Rapp = λstr[(MV)′(DS − S)(MV)],

Rparameter = λr(||U||2F + ||H||2F + ||F1||2F + ||F2||2F + ||G||2F).

Note that we have incorporated corresponding tuning parameters λs to control the relative impor-
tance of each objective terms. By integrating all the objective terms into the above model, we have
the final objective function

min
U,H,F1,F2,G>0

||IR ⊙ (R − UV′)||2F︸                  ︷︷                  ︸
reconstruction of rating matrix

+ λx||X − F1G′||2F + λy||Y − F2G′||2F︸                                      ︷︷                                      ︸
reconstruction of text matrix

+ λp||PV||2F︸    ︷︷    ︸
version temporal correlation

+ λstr[(MV)′(DS − S)(MV)]︸                             ︷︷                             ︸
version aggregate correlation

+ λr(||U||2F + ||H||2F + ||F1||2F + ||F2||2F + ||G||2F)︸                                                  ︷︷                                                  ︸
parameter regularization

s.t. V = [H,F1,M′F2] (18)

We call the proposed model Version-Aware Matrix Factorization (VAMF), which jointly considers
ratings, review text, and version correlations. To better understand how VAMF works, we present a
decomposition graph for it in Fig 6.

4.2.4. Discussions and Generalizations. We further present some discussions and generalizations
of our VAMF model.

First, as shown in Fig 6, we adopt two common ways (i.e., latent factor sharing [Ma et al. 2008]
and regularization [Yao et al. 2014]) to model the side information (i.e., review text, temporal rela-
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tions, app similarities, etc.). For the review text, we constrain that the two text matrices (X and Y)
share the learned latent factors with the rating matrix R. For the temporal relations and app sim-
ilarities, we model them as regularization terms to constrain the distances between learned latent
factors.

Second, in our model formulation, we encode temporal decaying with fixed an exponential factor
in matrix P. When other information such as the version changelog is available, we can construct a
more sophisticated P matrix. For example, if the changelog shows minor updates, we can constrain
that the latent factors of the two corresponding versions are closer to each other, compared to the
cases when the changelog shows major updates.

Finally, we would like to point out that our formulation is flexible and can be generalized to other
settings. For instance, when users’ demographical information is available, we can further use it
to guide the learning of the U matrix by constraining that similar users tend to have similar latent
factors. By modeling such information into Eq. (18), we have7

min
U,H,F1,F2,G>0

||IR ⊙ (R − UV′)||2F + λx||X − F1G′||2F + λy||Y − F2G′||2F + λp||PV||2F

+λstr[(MV)′(DS − S)(MV)] + λr(||U||2F + ||H||2F + ||F1||2F + ||F2||2F + ||G||2F)
+ λztr[U′(DZ − Z)U]︸                  ︷︷                  ︸

user side regularization

s.t. V = [H,F1,M′F2] (19)

where Z contains the similarities between users derived from users’ demographical information,
DZ is the degree matrix of Z, and λz is used to control the importance of this term. Also, we can
naturally incorporate some additional constraints such as sparseness in the learned matrices. For the
sake of clarity, we skip the details of such generalizations in the article.

5. THE PROPOSED ALGORITHM
In this section, we present the learning algorithm for Eq. (18) followed by some algorithm analysis.

5.1. The VAMF Algorithm
It is difficult to directly optimize Eq. (18), because the optimization problem is not jointly convex
due to the coupling between U, H, F1, F2, and G. Therefore, instead of seeking for a global optimal
solution, we aim to find a local minimum by alternatively updating one of these parameters while
fixing the others.

5.1.1. Update of U. When H, F1, F2, and G are fixed, the optimization problem in Eq. (18) be-
comes the minimization problem of the following equation (by dropping some constant terms) w.r.t.
the matrix U

JU = ||IR ⊙ (R − UV′)||2F + λr ||U||2F
s.t. U > 0 (20)

For clarity, we divide U as [U1,U2,U3] which correspond to the three entries in [H,F1,M′F2],
respectively.

7We do not experimentally evaluate the following model as the demographical information is unavailable in our data set.
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The derivative of JU w.r.t. U1, U2, and U3 can be computed as

1
2
∂JU

∂U1
= −RH + (IR ⊙ (U1H′))H + (IR ⊙ (U2F′1))H

+(IR ⊙ (U3(M′F2)′))H + λrU1n
1
2
∂JU

∂U2
= −RF1 + (IR ⊙ (U1H′))F1 + (IR ⊙ (U2F′1))F1

+(IR ⊙ (U3(M′F2)′))F1 + λrU2

1
2
∂JU

∂U3
= −RM′F2 + (IR ⊙ (U1H′))M′F2 + (IR ⊙ (U2F′1))M′F2

+(IR ⊙ (U3(M′F2)′))M′F2 + λrU3 (21)

A fixed-point solution for each of the above equations with the non-negativity constraint leads to
the following multiplicative updating rules for U1, U2, and U3, respectively

U1(u, k) ← U1(u, k)

√
[RH](u, k)

[B1H + B2H + B3H + λrU1](u, k)

U2(u, k) ← U2(u, k)

√
[RF1](u, k)

[B1F1 + B2F1 + B3F1 + λrU2](u, k)

U3(u, k) ← U3(u, k)

√
[RM′F2](u, k)

[B1M′F2 + B2M′F2 + B3M′F2 + λrU3](u, k)
(22)

where

B1 = IR ⊙ (U1H′)
B2 = IR ⊙ (U2F′1)

B3 = IR ⊙ (U3(M′F2)′) (23)

5.1.2. Update of H. To update H, we fix U, F1, F2, and G. The optimization problem in Eq. (18)
becomes the minimization problem of the following equation

JH = ||IR ⊙ (R − U1H′)||2F + λp||PH||2F + λstr[(MH)′(DS − S)(MH)] + λr ||H||2F
s.t. H > 0 (24)

The derivative of JH w.r.t. H is

1
2
∂JH

∂H
= −R′U1 + (IR ⊙ (U1H′))′U1 + (IR ⊙ (U2F′1))′U1 + (IR ⊙ (U3(M′F2)′))′U1

+λpP′PH + λsM
′
(DS − S)MH + λrH (25)

Notice that, there are negative elements in the P matrix. We divide it into two non-negative matrices
as P+ − P−, where

P+(i, j) = (|P(i, j)| + P(i, j))/2
P−(i, j) = (|P(i, j)| − P(i, j))/2 (26)

This leads to the following multiplicative updating rule for H

ACM Transactions on Information Systems, Vol. V, No. N, Article 00, Publication date: November 2016.



00:16 Y. Yao et al.

H(i, k) ← H(i, k)

√√√
[R′U1 + λp(B5 + B6)H + λsM

′
SMH](i, k)

[B′1U1 + B′2U1 + B′3U1 + λp(B4 + B7)H + λsM
′
DS MH + λrH](i, k)

(27)

where B1, B2, B3 are defined in Eq. (23), and B4, B5, B6, B7 are defined as

B4 = (P+)′P+

B5 = (P+)′P−

B6 = (P−)′P+

B7 = (P−)′P− (28)

In Eq. (27), S is a sparse non-negative symmetric matrix, and DS is a diagonal non-negative matrix.

5.1.3. Update of F1. Next, we show how we update F1, when U, H, F2, and G are fixed. The
corresponding optimization problem becomes to minimize the following equation

JF1 = ||IR ⊙ (R − U2F′1)||2F + λx||X − F1G′||2F + λp||PF1||2F
+λstr[(MF1)′(DS − S)(MF1)] + λr ||F1||2F
s.t. F1 > 0 (29)

The derivative of JF1 w.r.t. F1 is

1
2
∂JF1

∂F1
= −R′U2 + (IR ⊙ (U1H′))′U2 + (IR ⊙ (U2F′1))′U2 + (IR ⊙ (U3(M′F2)′))′U2

+λx(−XG + F1G′G) + λpP′PF1 + λsM
′
(DS − S)MF1 + λrF1 (30)

which leads to the multiplicative updating rule for F1

F1(i, k) ← F1(i, k)

√√√
[R′U2 + λxXG + λp(B5 + B6)F1 + λsM

′
SMF1](i, k)

[(B′1 + B′2 + B′3)U2 + λxF1G′G + λp(B4 + B7)F1 + λsM
′
DS MF1 + λrF1](i, k)

(31)

where B1, B2, B3 are defined in Eq. (23), and B4, B5, B6, B7 are defined in Eq. (28).

5.1.4. Update of F2. Next, we show how we update F2. Our goal is to minimize the following
equation

JF2 = ||IR ⊙ (R − U3(M′F2)′)||2F + λy||Y − F2G′||2F +
+λstr[F′2(DS − S)F2] + λr ||F2||2F
s.t. F2 > 0 (32)

In the above equation, we omit the ||P(M′F2)||2F as this term will result in zero. We also simplify the
tr[F′2(DS − S)F2] term as MM′ = I.

The derivative of JF2 w.r.t. F2 is

1
2
∂JF2

∂F2
= −MR′U3 +M(IR ⊙ (U1H′))′U3 +M(IR ⊙ (U2F′1))′U3 +M(IR ⊙ (U3(M′F2)′))′U3

+λy(−YG + F2G′G) + λs(DS − S)F2 + λrF2 (33)

which leads to the multiplicative updating rule
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F2(i, k) ← F2(i, k)

√
[MR′U3 + λyYG + λsSF2](i, k)

[M(B′1 + B′2 + B′3)U3 + λyF2G′G + λsDS F2 + λrF2](i, k)
(34)

where B1, B2, B3 are defined in Eq. (23).

5.1.5. Update of G. Next, we show how we update G when the other matrices are fixed. The
equation that we aim to minimize becomes

JG = λx||X − F1G′||2F + λy||Y − F2G′||2F + λr ||G||2F
s.t. G > 0 (35)

The derivative of JG w.r.t. G is

1
2
∂JG

∂G
= λx(−XG + F1G′G) + λy(−YG + F2G′G) + λrG (36)

which leads to the multiplicative updating rule for G

G(i, k) ← G(i, k)

√
[λxX′F1 + λyY′F2](i, k)

[λxGF′1F1 + λyGF′2F2 + λrG](i, k)
(37)

5.1.6. The Final Learning Algorithm. Finally, we summarize the overall algorithm for solving E-
q. (18) in Alg. 1. As we can see, after we initialize the matrices (Step 1), generate the matrix P (Step
2), and compute the matrices B4,B5,B6,B7 (Step 3), the algorithm begins the iteration procedure.
In each iteration, the algorithm first computes the matrices B1,B2,B3 (Step 5), and then alternative-
ly updates U1, U2, U3, H, F1, F2, and G (Steps 6-27). We use the following criteria to terminate
the iteration procedure: either the Frobenius norm between successive estimates of both U and V is
below our threshold ξ or the maximum iteration step l is reached. Finally, the algorithm outputs U
as [U1,U2,U3] and V as [H,F1,M′F2]. With these output results, we can predict the preference of
user u on version i by U(u, :)V(i, :)′.

Remarks. Here, we further discuss the updating rules when the users’ demographical information
is available (i.e., Eq. (19)). When users’ demographical information is added into the model, we can
reuse Alg. 1 by substituting Eq. (22) with the following updating rules (i.e., Eq (38)) when updating
the U matrix.

U1(u, k) ← U1(u, k)

√
[RH + λzZU1](u, k)

[B1H + B2H + B3H + λzDZU1λrU1](u, k)

U2(u, k) ← U2(u, k)

√
[RF1 + λzZU2](u, k)

[B1F1 + B2F1 + B3F1 + λzDZU2 + λrU2](u, k)

U3(u, k) ← U3(u, k)

√
[RM′F2 + λzZU3](u, k)

[B1M′F2 + B2M′F2 + B3M′F2 + λzDZU3 + λrU3](u, k)
(38)

5.2. Algorithm Analysis
Here, we briefly analyze the optimality and computational complexity of our algorithm.

We first show the correctness of Eq. (31) for updating F1, by proving that the fixed-point solution
of Eq. (31) satisfies the KKT condition. The correctness for updating the other matrices (i.e., U, H
F2, and G) can be proved analogously.

THEOREM 5.1. Correctness of Eq. (31). The fixed-point solution of Eq. (31) satisfies the KKT
condition.
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Algorithm 1 The VAMF Algorithm.
Input: the user-version rating matrix R, the version-term matrix X, the app-term matrix Y, the app

similarity matrix S, and the app-version association matrix M
Output: the latent matrix for users U and the latent matrix for versions V

1: initialize U1, U2, U3, H, F1, F2, and G randomly;
2: generate P as defined in Eq. (12);
3: compute B4,B5,B6,B7 as defined in Eq. (28);
4: while not convergent do
5: compute B1,B2,B3 as defined in Eq. (23);
6: for u = 1 : U do
7: for k = 1 : K do
8: update U1(u, k),U2(u, k),U3(u, k) as defined in Eq. (22);
9: end for

10: end for
11: for i = 1 : V do
12: for k = 1 : K do
13: update H(i, k) as defined in Eq. (27);
14: update F1(i, k) as defined in Eq. (31);
15: end for
16: end for
17: for i = 1 : A do
18: for k = 1 : K do
19: update F2(i, k) as defined in Eq. (34);
20: end for
21: end for
22: for i = 1 : T do
23: for k = 1 : K do
24: update G(i, k) as defined in Eq. (37);
25: end for
26: end for
27: end while
28: return U = [U1,U2,U3] and V = [H,F1,M′F2];

PROOF. We start with Lagrangian function of Eq. (29)

LF1 = ||IR ⊙ (R − U2F′1)||2F + λx||X − F1G′||2F + λp||PF1||2F + λstr[(MF1)′DS (MF1)]

−λstr[(MF1)′S(MF1)] + λr ||F1||2F − tr[(Λ′F)]

where Λ is the Lagrange multiplier. Let the derivative of the above equation equal to 0, we have

2(−R′U2 + (IR ⊙ (U1H′))′U2 + (IR ⊙ (U2F′1))′U2 + (IR ⊙ (U3(M′F2)′))′U2

+λx(−XG + F1G′G) + λpP′PF1 + λsM
′
(DS − S)MF1 + λrF1) = Λ

From the KKT complementary slackness condition, we have

[−R′U2 + (IR ⊙ (U1H′))′U2 + (IR ⊙ (U2F′1))′U2 + (IR ⊙ (U3(M′F2)′))′U2

+λx(−XG + F1G′G) + λpP′PF1 + λsM
′
(DS − S)MF1 + λrF1](i, k)F1(i, k) = 0

Clearly, a fixed point of the updating rule in Eq. (31) satisfies the above equation, which completes
the proof. �

The above theorem has shown that the updating rule in Eq. (31) yields a correct solution at
convergence. Next, we show that the updating rule in Eq. (31) is guaranteed to converge in the
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following theorem. The theorem can be proved following [Gu et al. 2010; Yao et al. 2014], and we
omit it for brevity.

THEOREM 5.2. Convergence of Eq. (31). Under the updating rule of Eq. (31), Eq. (29) de-
creases monotonically.

PROOF. Omitted for brevity. �
Next, the effectiveness of Alg. 1 is shown in the following corollary, which states that the algo-

rithm finds a local optimum for Eq. (18). Given that the original optimization problem is not jointly
convex w.r.t. the parameters, such a local minimum is acceptable in practice.

COROLLARY 5.3. Effectiveness of Alg. 1. Alg. 1 finds a local minimum for the optimization
problem in Eq. (18).

PROOF SKETCH: Combining Theorem 5.1 and Theorem 5.2, and based on the alternating proce-
dure in Alg. 1, we have that Alg. 1 finds a local minimum for the optimization problem in Eq. (18).
�

The time complexity and space complexity of the proposed algorithm are summarized in the
following lemma, which basically states that Alg. 1 enjoys linear scalability w.r.t. the data size in
both time and space. Notice that all the input matrices (R, X, Y, M, S, and P) are often very sparse
(e.g., |R| ≪ UV , |X| ≪ VT , etc).

LEMMA 5.4. Complexity of Alg. 1. The time complexity of Alg. 1 is O((|R|+ |X|+ |Y|+ |S|)Kl+
(VK2+AK2+T K2+UK)l); the space complexity of Alg. 1 is O(|R|+ |X|+ |Y|+ |S|+(U+V+A+T )K).

PROOF. In the algorithm, the first step requires O(UK + VK + AK + T K) time where K is the
size of latent factors. For Step 2, since one app usually has a relatively small number of versions,
generating P would need O(V) time. Similarly, Step 3 needs O(V) time as both P+ and P− are
very sparse. By computing the predicted values only on the observed examples, Step 5 requires
O(|R|K) time where |R| indicates the number of observed entries in R. For Steps 6-10, we need
O(|R|K +UK +VK) time. Similarly, Steps 11-16 require O(|R|K + |S|K + |X|K +VK2 + T K2) time.
Note that |M| = V . Next, Steps 17-21 need O(|R|K + |S|K + |Y|K + VK + AK2 + T K2) time. We
need O(|X|K + |Y|K + VK2 + AK2 + T K2) time for Steps 22-26. Overall, time complexity of Alg. 1
is O((|R| + |X| + |Y| + |S|)Kl + (VK2 + AK2 + T K2 + UK)l).

For the space complexity, we need O(|R|+ |X|+ |Y|+ |S|+V) space for input. We need O((U +V +
A + T )K) space for Step 1. We need O(V) space for both Step 2 and Step 3. Step 5 requires O(|R|)
space. We need O(UK) space for Steps 6-10, O(VK) space for Steps 11-16, O(AK) space for Steps
17-21, and O(T K) space for Steps 22-26. The overall space complexity is O(|R| + |X| + |Y| + |S| +
(U + V + A + T )K). �

6. EXPERIMENTAL EVALUATION
In this section, we construct the evaluation experiments and present the analysis for the results. The
experiments are designed to answer the following questions.

— How accurate is the proposed model for version-based mobile app rating prediction?
— How does it perform in the cold-start setting?
— How does the performance vary for apps from different categories?
— How scalable is the proposed algorithm?

6.1. Experimental Setup
Construction of the Evaluation Set. We use the Google Play data set in Table I as the evaluation

set. The data contains 3,367,435 ratings from 170,781 users over 104,061 versions from 16,457
apps. As mentioned before, for the app similarities, we represent the app descriptions as a document
for each app, and then compute the cosine similarity between the term frequency vectors of these
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documents. To keep the similarity graph sparse, we assign S(a, a′) = 1 if the cosine similarity
between app a and app a′ is larger than 0.4.

For rating prediction, a common evaluation scheme is to split the rating data set into a training set
and a test set. We learn the models on the training set and subsequently examine the performance of
the learned models on the test set. We consider the following two splitting ways.

— New-version splitting. In the task of app rating prediction, the ratings are usually attached with
the version information. Since the versions are updated with time, our goal is to predict the ratings
on latest versions using historical data. We treat the latest version of an app as a new version.
To implement such an evaluation, we randomly take (100 − γ)% of the ratings from the latest
version for each app as the test set, and use the rest ratings as the training data. This splitting
method measures the predictive ability of a recommender system on apps with evolving versions.
When γ = 0, it essentially becomes the cold-start prediction task, where we do not have any rating
information about the new version of an app. In this work, we choose four values for γ in the
new-version splitting, i.e., γ = 0, γ = 30, γ = 60, and γ = 90.

— Random splitting. Users’ ratings on older versions may be helpful to understand users’ interest
points. Therefore, we also check the rating prediction accuracy on older versions. Here, we adopt
a random splitting, where we randomly sample 10% ratings as the test set and use the rest ratings
as the training data.

We assume that a review is explicitly associated with a rating. When we split the ratings, the
corresponding reviews are naturally re-organized into training and test sets.

Methods to Compare. We consider the following methods for performance comparison:

— NMF [Lee and Seung 2000]. Non-negative matrix factorization (NMF) refers to the algorithm
where a matrix R is factorized into two matrices U and V, with the property that all three matrices
have no negative elements. This non-negativity makes the resulting matrices easier to inspect.

— KBV [Koren et al. 2009]. This method resembles NMF in that it also factorizes R into two matrices
U and V. KBV does not have the non-negativity constraint, and it can flexibly incorporate bias in
order to improve the prediction performance.

— HFT [McAuley and Leskovec 2013]. HFT combines ratings with review text for rating prediction.
It aligns hidden factors in product ratings with hidden topics in product reviews. HFT is developed
in a probabilistic topic model framework.

— CTR [Wang and Blei 2011]. CTR combines text content of items with collaborative rating pre-
diction. Topic modeling is used to provide a representation of the items in terms of latent themes
discovered from the text content. Overall, CTR and HFT can be understood as a hybrid of collab-
orative filtering and content-based approaches.

— VAMF. It is our proposed model in Eq. (18). It integrates ratings, review text, and version-based
correlations.

The comparison methods have involved the matrix factorization component, i.e., ||IR ⊙ (R −
UV′)||2F . In practice, different initializations of U and V might lead to varying performance. Thus,
we use the same initialization values for U and V with a random assignment. For HFT and CTR,
we follow the original setting by combing all the reviews related to an item into a single document.
We preform the same preprocessing steps on review text for CTR, HFT, and VAMF. The number
of latent dimensions is set to 50 for all the methods (i.e., K = 50 for VAMF). We set b = 1,
λx = λy = λr = 0.1, λv = 10, and λs = 1 via standard cross validation. We will discuss the param-
eter sensitivity in the following experiments. For other parameters, we set the maximum iteration
number l = 20 and the termination threshold ξ1 = 10−4.
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Table IV. Performance
comparisons on the evaluation

set with random splitting.
VAMF outperforms all the

compared methods w.r.t. both
RMSE and MAE.

Methods RMSE MAE
NMF 1.2609 0.9167
KBV 1.2495 0.9047
HFT 1.2437 0.9198
CTR 1.2438 0.8964
VAMF 1.1889 0.8767

Evaluation Metrics. For the effectiveness evaluation of rating prediction, we adopt two commonly
used metrics, namely RMSE and MAE

RMS E =

√∑
(u,i)∈Ttest

(R(u, i) − R̂(u, i))2

|Ttest |
,

MAE =
∑

(u,i)∈Ttest
|R(u, i) − R̂(u, i)|
|Ttest |

,

where Ttest is the test set and R̂(u, i) is the predicted value for the entry (u, i). A smaller value for
both RMSE and MAE indicates better performance.

For efficiency, we report the wall-clock time as the evaluation metric. All the experiments were
run on a machine with eight 3.5GHz Intel Cores and 64GB memory.

6.2. Experimental Results
In this part, we present and analyze the experimental results.

Effectiveness Results with Random Splitting. We first compare the performance of different meth-
ods on the evaluation set with randoms splitting8. The results are presented in Table IV. Among the
baselines, CTR achieves the best performance in terms of MAE, while HFT achieves the best per-
formance in terms of RMSE. Both methods have used review text information, which improves over
the methods using the rating data alone including NMF and KBV. CTR and HFT adopt two different
ways to combine the information of topics and ratings. CTR characterizes the item latent vector by
combing the corresponding topic distribution with an item-specific bias vector, while HFT links the
topic distribution with the rating latent vector by using an exponential transformation. The above
results indicate that the review text information is important to consider in app rating prediction. In
addition to review text, our model VAMF incorporates the version-based correlations through two
regularization terms, and it performs best among all the methods.

Effectiveness Results with New-Version Splitting. Next, since our goal is to predict the ratings for
the latest versions, we compare the performance of different methods on the evaluation set with
new-version splitting. Recall that (100 − γ)% of the ratings from the latest version of each app are
used as the test data. We study how the performance of different methods vary with different values
of γ, and the results9 are presented in Fig 7.

There are several observations from the figures. First of all, the proposed VAMF outperforms all
the compared methods w.r.t. both RMSE and MAE in all cases. For example, when γ = 30, VAMF
improves NMF, KBV, HFT, and CTR by 5.8%, 3.9%, 3.6%, and 3.6% w.r.t. RMSE, respectively.
Second, all the methods perform relatively poor when γ = 0 (i.e., the full cold-start setting). For
KBV, HFT, and CTR, such a pure cold-start problem is handled by modeling users’ rating bias. In

8All the remaining experiments are based on the new-version splitting.
9The results of NMF for γ = 0 are ignored in the figures as it performs much worse than the other methods.
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Fig. 7. Performance comparisons on the evaluation set with the version-based splitting. VAMF outperforms all the com-
pared methods w.r.t. both RMSE and MAE in all cases.
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Fig. 8. Detailed performance comparisons on cold-start versions. VAMF outperforms CTR especially for severe cold-start
cases.

contrast, we handle the problem by employing the latent factors from previous versions. This indi-
cates the importance of version correlations for cold-start scenarios. Third, overall, the performance
of all the methods improves with more training data on the new versions. As for the compared meth-
ods, CTR performs better than HFT in terms of both metrics. A possible reason is that HFT makes
a direct mapping between topic distribution and latent vectors for items; in contrast, CTR combines
the topic distribution with an item-specific bias vector as the item latent representation, potentially
having more flexibility.

Detailed Analysis in the Cold-Start Setting. The above experimental results have shown the overall
effectiveness of our method in the full cold-start setting (i.e., γ = 0), where all the apps do not have
any ratings for their latest versions. Next, we consider the cold-start setting when the apps may
have a few ratings for their latest versions. Since we have found that CTR is the most competitive
baseline for new-version rating prediction, we adopt it as the comparison method here. The results10

are presented in Fig. 8. The x-axis of the figure indicates the number of ratings received by the cold-
start versions. Here, we report the results with γ = 30 and γ = 60.

10We treat a version as cold-start version if it has fewer than ten ratings in the training set. We categorize the results into
different groups according to the number of ratings that an app has received for its latest version.
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Table V. Effects of different components of VAMF. All components are
useful to reduce the prediction error.

Methods γ = 30 γ = 60 γ = 90
RMSE MAE RMSE MAE RMSE MAE

NMF 1.2739 0.9158 1.2242 0.8897 1.2111 0.8816
NMF + X 1.2578 0.9028 1.2099 0.8793 1.1959 0.8713
NMF + Y 1.2419 0.9044 1.2082 0.8777 1.1965 0.8702
NMF + S 1.2487 0.9020 1.2051 0.8845 1.1969 0.8785
NMF + P 1.2176 0.8925 1.2026 0.8799 1. 1969 0.8751
NMF + All 1.2001 0.8737 1.1870 0.8648 1.1793 0.8590

As shown in Fig. 8, our method VAMF performs consistently better than CTR in terms of RMSE
especially when the cold-start degree is severe (e.g., when the number of ratings of a given app
version is less than four). As to MAE, VAMF also outperforms CTR when the number of available
ratings of a given app version is less than four. Note that the original motivation of CTR is to make
meaningful recommendations about items before anyone has rated them, and it is commonly used as
a strong baseline for cold-start recommendation task. Overall, it can be concluded that our method
VAMF produces competitive or even better performance than CTR in the cold-start setting.

Effects of Different Components in VAMF. As shown in Eq. (17), VAMF is a combination of
multiple components. Previous experiments have shown the overall effectiveness of VAMF. Here
we study the effects of each individual component on the final performance. Our model VAMF is
developed based on a standard NMF formulation, and it further incorporates the version-term matrix
decomposition (corresponding to X), app-term matrix decomposition (corresponding to Y), version
temporal correlation (corresponding to P), and app-level aggregate correlation (corresponding to S).
Table V presents the results when each of the above four components is added. We report the cases
when γ is set to 30, 60, and 90. The results of NMF and our final mode VAMF (referred to as “NMF
+ All” in the table) are also added for comparison.

It can observed from the table that all the components are indeed useful to reduce the prediction
error (for both RMSE and MAE) in all the three cases. For example, when γ = 30, the four compo-
nents (i.e., X, Y, S, and P) improve the NMF baseline by 1.3%, 2.5%, 2.01%, and 4.4% w.r.t. RMSE,
respectively. Further, we can observe from the table that the version-temporal correlation (i.e., NMF
+ P) contributes most to the final performance. This indicates the importance of the version-based
correlation.

Detailed Performance Comparisons By Category. We have shown that VAMF is more effective
than the other methods by having an overall better performance. Next, we check the detailed per-
formance of VAMF in all the 42 categories of the data collection. We also adopt the best baseline
CTR as the comparison method, and the RMSE results are shown in Table VI. As we can see from
the table, for the three cases (γ = 30, 60, 90), VAMF is better than CTR in all the categories w.r.t.
RMSE. For certain categories (e.g., “Comics”), VAMF can achieve up to 17.5% improvement over
CTR.

Parameter Sensitivity. Next, we present a parameter study of the proposed method. In our model
VAMF, we have several parameters to set, including the component coefficients λs, the decaying
factor b, and the number of latent dimensions K. For all these parameter, we tune one of them and
fix the others. The results are shown in Fig. 9. Here, we use the training data with γ = 60. The
results of CTR are also incorporated for comparison. Overall, we can observe from the figures that
the performance is relatively stable with the varying of all the parameters in a relatively wide range.
In this work, we set λx = λy = 0.1, λs = 1, λp = 10, b = 1, and K = 50.

Efficiency Analysis. Finally, we evaluate the efficiency of our method by reporting the wall-clock
time of VAMF in the training stage (i.e., Alg. 1). We use the subsets of the data set to test its
scalability. For example, when we test the scalability of VAMF w.r.t. the number of versions, we
tune the size of versions while fix the size of others (e.g., users, terms, etc.). The results are shown in
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Table VI. The RMSE results of VAMF on different categories. VAMF outperforms CTR in all the categories.

Category γ = 30 γ = 60 γ = 90
CTR VAMF Improve CTR VAMF Improve CTR VAMF Improve

Communication 1.3393 1.3069 2.42% 1.3348 1.2991 2.67% 1.3250 1.2862 2.93%
Game Racing 1.2186 1.1773 3.39% 1.2140 1.1660 3.95% 1.2171 1.1751 3.45%
Productivity 1.1603 1.1105 4.29% 1.1269 1.0879 3.46% 1.1538 1.1087 3.91%
Personalization 1.1447 1.1069 3.31% 1.1173 1.0922 2.25% 1.0657 1.0641 0.15%
Media and Video 1.2875 1.2316 4.34% 1.2842 1.2416 3.32% 1.2497 1.2147 2.80%
Travel and Local 1.2295 1.1810 3.94% 1.2339 1.1987 2.85% 1.1872 1.1637 1.98%
Entertainment 1.3793 1.3194 4.34% 1.3532 1.3075 3.38% 1.3609 1.3121 3.59%
Finance 1.3068 1.2458 4.67% 1.2772 1.2251 4.08% 1.2838 1.2513 2.53%
Tools 1.2320 1.1779 4.39% 1.2047 1.1637 3.40% 1.1758 1.1378 3.23%
Game Strategy 1.2552 1.2103 3.57% 1.2256 1.1739 4.22% 1.2208 1.1900 2.52%
Game Card 1.2021 1.1500 4.33% 1.1649 1.1362 2.47% 1.1219 1.0924 2.63%
Game Casual 1.2747 1.2273 3.71% 1.2585 1.2175 3.26% 1.2705 1.2244 3.63%
Weather 1.2025 1.1672 2.93% 1.1456 1.1155 2.63% 1.0934 1.0490 4.06%
Game Arcade 1.2123 1.2007 0.95% 1.1934 1.1802 1.11% 1.2048 1.1819 1.90%
Game Sports 1.1987 1.1665 2.68% 1.1861 1.1523 2.85% 1.1674 1.1346 2.81%
Photography 1.2375 1.1759 4.97% 1.2041 1.1603 3.64% 1.2000 1.1508 4.10%
Education 1.1546 1.0816 6.32% 1.1160 1.0629 4.76% 1.1478 1.0932 4.76%
Game Puzzle 1.1898 1.1416 4.05% 1.1602 1.1247 3.06% 1.1417 1.1106 2.72%
Game Educational 1.3089 1.2475 4.69% 1.2736 1.2342 3.09% 1.2474 1.2254 1.76%
Game Role Playing 1.3223 1.2551 5.08% 1.2745 1.2176 4.47% 1.2632 1.2297 2.65%
Business 1.2466 1.1900 4.54% 1.2568 1.2021 4.35% 1.2077 1.1515 4.65%
Game Family 1.2644 1.2062 4.61% 1.2399 1.1974 3.43% 1.2214 1.1734 3.93%
Game Casino 1.2011 1.1648 3.02% 1.1990 1.1682 2.57% 1.1926 1.1683 2.04%
Game Action 1.2162 1.1871 2.39% 1.2016 1.1692 2.70% 1.1926 1.1532 3.31%
Health and Fitness 1.2166 1.1569 4.90% 1.1726 1.1270 3.89% 1.1431 1.1116 2.75%
Game Word 1.2325 1.1969 2.89% 1.2197 1.1839 2.93% 1.2080 1.1836 2.02%
Game Trivia 1.2290 1.1609 5.54% 1.2357 1.1978 3.06% 1.2729 1.2518 1.66%
Game Music 1.1722 1.1257 3.97% 1.1423 1.0962 4.04% 1.0490 1.0376 1.08%
Game Adventure 1.2596 1.2132 3.69% 1.2592 1.2171 3.35% 1.2177 1.1643 4.39%
Music and Audio 1.2648 1.2001 5.12% 1.2520 1.1901 4.94% 1.2137 1.1845 2.40%
Game Simulation 1.3577 1.3074 3.70% 1.3346 1.2851 3.71% 1.3294 1.2707 4.42%
Lifestyle 1.2739 1.1880 6.74% 1.2367 1.1960 3.29% 1.1885 1.1464 3.55%
Social 1.4076 1.3408 4.74% 1.3881 1.3393 3.51% 1.3864 1.3286 4.17%
Transportation 1.3210 1.2067 8.65% 1.3427 1.2945 3.59% 1.2752 1.2506 1.93%
Books and Reference 1.1020 1.0604 3.78% 1.0925 1.0666 2.37% 1.0339 1.0179 1.55%
Sports 1.4659 1.3743 6.25% 1.4015 1.3434 4.14% 1.4497 1.3357 7.86%
Medical 1.3089 1.1647 11.02% 1.2285 1.1729 4.53% 1.3324 1.2101 9.17%
News and Magazines 1.3429 1.2711 5.34% 1.2778 1.2201 4.52% 1.2933 1.2375 4.31%
Shopping 1.1885 1.1385 4.21% 1.1963 1.1397 4.73% 1.2850 1.2313 4.18%
Comics 1.4318 1.3217 7.69% 1.3294 1.2492 6.03% 1.4840 1.2246 17.48%
Game Board 1.2296 1.1906 3.17% 1.2166 1.1944 1.83% 1.2312 1.2097 1.74%
Libraries and Demo 1.3286 1.2926 2.71% 1.3928 1.3401 3.79% 1.3770 1.3445 2.36%

Fig. 10. In the figures, we present the results in terms of users, versions, and ratings. As we can see,
the proposed algorithm scales linearly w.r.t. the number of users, the number of versions, and the
number of ratings (i.e., |R|). This result is also consistent with our algorithm analysis in Section 5.

7. RELATED WORK
In the section, we briefly review the related work, including recommender systems, online review
mining, and mobile app mining.

7.1. Recommender Systems
In the literature, two major tasks have been widely studied in recommender systems, namely rating
prediction and top-N item recommendation. Rating prediction aims to predict the ratings from users
to items, while top-N item recommendation aims to generate a short list of recommendations for
users [Jiang et al. 2012; Deshpande and Karypis 2004; Gao et al. 2015].
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Fig. 9. Parameter sensitivity analysis. The proposed VAMF is robust with all the parameters in a relatively large range.
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Fig. 10. Scalability of the VAMF algorithm. It scales linearly w.r.t. the data size.

Typical collaborative filtering methods for rating prediction include two major categories, namely
memory-based methods and model-based methods [Jamali and Ester 2010; Jiang et al. 2012]. A
combination of memory-based method and model-based method has also been explored [Koren
2008; Ma 2013]. To improve the recommendation accuracy, social links have been widely used in
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collaborative filtering [Ma et al. 2008, 2011; Yang et al. 2011; Shen and Jin 2012; Tang et al. 2013].
The key idea of these methods is that the linked users tend to have similar latent preferences for
items.

As to top-N item recommendation, we divide the existing works into three categories. In the first
category, top-N recommendation is connected with the rating prediction problem, and the predicted
ratings are used to generate a ranking list [Ning and Karypis 2011; Yang et al. 2012]. In the second
category, special treatment is applied to the rating prediction framework. The works in this category
are usually proposed for implicit feedback where direct rating prediction methods may become
ineffective [Yao et al. 2014]. For example, Hu et al. [2008] proposed a weighting-based method
to weight the missing entries; Sindhwani et al. [2010] directly optimized over the missing entries;
Paquet and Koenigstein [2013] sampled some negative observations from missing entries. In the
third category, the loss function in the optimization objective is changed. For example, AUC-based
loss function [Rendle et al. 2009; Kabbur et al. 2013] and MAP-based loss function [Shi et al. 2012]
are used to substitute the squared loss in rating prediction.

The cold-start problem is one of the key challenges for both tasks. We summarize the existing
solutions for the cold-start problem into three major categories: interview based, adjustment based,
and side-information based. The interview-based methods are designed for cold-start users. In these
methods, an additional set of items is usually provided for new users to rate [Harpale and Yang 2008;
Zhou et al. 2011; Sun et al. 2013]. The adjustment-based methods pay special attention to the small
amount of ratings from new users or for new items [Hacker and Von Ahn 2009; Xu et al. 2015].
The side-information based methods have been mostly adopted to alleviate the cold-start problem.
Many kinds of auxiliary information have been exploited, including item attributes [Schein et al.
2002], demographical information [Zhang et al. 2014] and social links [Ma et al. 2008; Shen and
Jin 2012].

Our work is inspired by the aforementioned recommendation algorithms, and we focus on the
rating prediction problem for app recommendation. The key observation of our work is to formulate
the version-level recommendation task, which is often more difficult than the app-level task. We ex-
tend existing approaches by leveraging review text and incorporating version-based correlations. We
formally characterized each of the above two extensions, and carefully verified their effectiveness
through extensive experiments.

7.2. Online Review Mining
Online review mining has been a hot research topic in the past decade. Pioneered by the seminar
work of Hu and Liu [2004], an important task is to generate review summarization for entities
such as restaurants, hotels, and products. To fulfill this task, two major steps have been involved,
namely aspect/feature identification and opinion extraction. Hu and Liu [2004] applied frequent
itemset mining to identify product features without supervision and considered adjectives collocated
with feature words as opinion words. Following this work, some researchers including Jin and Ho
[2009], Jin et al. [2009], and Wu et al. [2009] used supervised learning that requires human-labeled
training sentences to identify both aspects and opinions. To develop more effective aspect extraction
methods, topic modeling has been widely used as an unsupervised and knowledge-lean approach
to opinion mining. These works (e.g., [Titov and McDonald 2008; Lin and He 2009; Brody and
Elhadad 2010]) mainly extend standard topic models such as LDA [Blei et al. 2003] to derive better
aspects from review text. As to the identification of opinion words, typical ways include using
opinion lexicons [Mei et al. 2007] and using supervised information [Zhao et al. 2010].

More relevant to our work, joint modeling of reviews and ratings has received much attention
from the research community. On one hand, some studies focus on generating multiple-aspect re-
view summarization by leveraging rating information. For example, Wang et al. [2010] proposed
to analyze opinions expressed about an entity in an online review at the level of topical aspects.
They originally incorporated keywords to guide the learning process of aspects, and later proposed
a generative model that did not need pre-specified aspect keywords [Wang et al. 2011]. On the other
hand, some recent works proposed to improve the performance of rating prediction and enhance
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the interpretability of the generated recommendations with review text. As our two main baselines,
HFT [McAuley and Leskovec 2013] aligned hidden factors in product ratings with hidden topics
in product reviews, and two parts were jointly modeled in a probabilistic topic model framework;
CTR [Wang and Blei 2011] set the item latent vector using the topic distribution from the corre-
sponding “document” by adding an item-specific bias vector. Both approaches can be understood as
a hybrid of collaborative filtering and content-based approaches.

Our work resembles these studies [Wang and Blei 2011; McAuley and Leskovec 2013] in that the
review text is used to enhance the factorization of the rating matrix. Their focus lies in how to bridge
topics and ratings, while we focus on how to solve version-aware app rating prediction. In addition,
a major novelty of our work is to incorporate version-based correlations, distinguishing itself from
previous studies in both task definition and model formulation. Currently, our model was developed
in a matrix factorization framework due to its effectiveness for rating prediction and its flexibility
for incorporating version-based correlations. Alternatively, a topic modeling approach can also be
considered.

7.3. Mobile App Mining
With the great popularity of mobile devices in recent years, mining mobile app data has become an
important research topic and a variety of studies have been conducted to improve the app service
for both users and developers. Zhu et al. [2014] proposed to leverage both Web knowledge and real-
world context for enriching the contextual information of apps, which can be exploited to improve
the performance of mobile app classification. Chen et al. [2015] explored multi-modal heteroge-
neous data in app markets for detecting similar apps using machine learning methods. Chen et al.
[2014] proposed to mine informative reviews for developers from mobile app markets. Park et al.
[2015] used user reviews to improve the accuracy for mobile app retrieval. Xu and Chen [2016]
studied the A/B testing framework for evaluating mobile app releases.

To provide better personalized service, several recent studies focus on improving the performance
of mobile app recommendation. For example, Zhu et al. [2015] proposed a framework for person-
alized context-aware recommendation, and the framework can integrate both context independency
and dependency assumptions. Baeza-Yates et al. [2015] studied how to improve homescreen app-
s’ usage experience through a prediction mechanism, allowing to recommend which app a user is
going to adopt in the immediate future. To alleviate the cold-start problem in app recommendation,
Lin et al. [2013] described a method that accounts for nascent information culled from Twitter to
provide relevant recommendations in cold-start situations. Shi and Ali [2012] focused on the heavy
long-tail distribution in app market, and developed a recommendation engine for their website Get-
jar. In addition to the functional usage, Zhu et al. [2014] and Liu et al. [2015] incorporated users’
privacy preferences to perform personalized app recommendations. Yin et al. [2013] assumed that
the app adoption is a contest between the old apps’ satisfaction values and the candidate apps’ temp-
tation value, and they modeled the factors that invoked a user to replace an old app with a new app.
Lin et al. [2014] also studied the version-level app recommendation. However, their focus is on the
meta information of each version, and they require the changelog of each version update, which is
usually unavailable in open data sets11. In contrast, our focus is to predict users’ ratings on different
versions of apps by incorporating review text and version-based correlations.

8. CONCLUSION
In this article, we have proposed a unified model VAMF for the version-aware mobile app rec-
ommendation problem. In VAMF, we address the data sparsity issue by (1) incorporating review
text from both the version level and the app level, and (2) modeling version-based correlations of
version-level temporal correlation and app-level aggregate correlation. We propose an efficient al-
gorithm to solve the model, and analyze its optimality and complexity. Extensive experiments on a

11They culled the version changelog from a paid third-party service. Our current data set does not contain such meta infor-
mation, and thus we do not directly compare with this method.
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large data set show that (1) the proposed method outperforms the compared methods in prediction
accuracy, (2) the version-based correlation contributes most to the final performance, and (3) the
algorithm enjoys linear scalability.

Currently, the evolutionary process of an app has been modeled in a simplified way: only tem-
poral decaying similarities between two versions have been exploited. We plan to develop a more
principled approach to characterize the evolving updates of an app, where the users’ feedback and
developers’ update can be jointly and interactively characterized. We can also incorporate users’ de-
mographic information and social relationships into the rating prediction model, as such information
could be useful to the app recommendation task.
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